
Patterns in the DNA, RNA, whether 

they are functionally relevant, and how 

to find them 

 

 
But first: patterns in DNA are not always reflective of 

selection/function 



GC skew (inner circle, G-C/G+C) in a complete genome (Nitrosomas_ 

europaea). GC skew switches often indicate the origin/terminus of 

replication in Bacteria 

Strand asymmetries (nucleotide frequencies) 



The DNA replication process does have some asymmetry, can that explain the switch in the 

GC skew around the origin of replication? Bacterial genomes tend to have an excess of G’s 

(positive GC skew) in the Lagging Strand Template (de facto  the leading strand) 



One possible explanation for the asymmetry is the de-amination of 

cytosines that is more frequent in the lagging strand template (that are 

single stranded for a longer period during replication) than in the 

leading strand template strands. Notice that this pattern of strand 

asymmetry, likely linked to an excess of deaminations in the lagging 

strand template has also been observed in cancer genomes. 

 



Strand asymmetry occurs also in mitochondrial genomes 

GC skew = G-C/(G+C), AT skew = A-T/(A+T) 

And affects amino acid composition 

Cysteine codons are: UGU/C, 

Glutamine codons are: CAA/G 

 



Switching strand asymmetries have been used to find the 

origin/terminus of  replication in Archaea.  

Lopez et al. Mol Microb. 1999 

Skew calculated over a window, 1/50 of the genome  (nW-

nWt)/(nW+nWt), in a single strand  

Arrows indicate CDC6/Orc1 
 

 



Multiple origins of replication are suggested by patterns in the 

DNA of the Haloarchaeon Halobacterium NRC-1 by the Z-curve 

method 

X = (A+G) – (C+T) 

Y = (A+C) – (G+T) 

Z = (A+T) – (C+G) 



Isochores on the human genome 

Analytical DNA ultracentrifugation, predating DNA sequencing, 

revealed that eukaryotic genomes are mosaics of isochores: long DNA 

segments (>>300 kb on average) relatively homogeneous in G+C. 

Important genome features are dependent on this isochore structure, e.g. 

(household) genes are found predominantly in the GC-richest isochore 

classes. (Oliver et al, Gene 2002) 



Variation in GC content along the human genome 

(chromosome 19, from Feng Gao and Chun-Ting Zhang (2008) Prediction of replication time 

zones at single nucleotide resolution in the human genome. FEBS Letters, 582, 2441-2445.)  



Where do those isochores come from? 

Biased gene conversion leads to increases in the GC content at 

recombination hot spots 



The GC content correlates with the local crossover rate 

(Duret and Arndt, Plos Genetics 2008) 

Each dot corresponds to a 1 Mb-long genomic region. (A) GC* (stationary GC content) vs. 

current GC-content. The dashed line indicates the slope 1. (B) GC* vs. crossover rate 

(HAPMAP). Green dots correspond to the predictions of the BGC model (model M1, N = 

10,000) (C) Current GC-content vs. crossover rate. Regression lines and Pearson's 

correlation R2 are indicated.  

 

 
GC* is calculated from estimating the mutation rates in certain 

(neutral)regions from closely related species 



Biases in substitution rates also correlate with crossover rate, 

Specifically biases “towards” GC basepairs (Duret et al, MBE 2008) 

 



Discovery of Human Accelerated Regions (HARs) 

Pollard et al, Nature 2006 

Schematic drawing showing the genomic context on chromosome 20q13.33 of the HAR1-associated transcripts 

HAR1F and HAR1R (black, with a chevroned line indicating introns), and the predicted RNA structure (green) based 

on the May 2004 human assembly in the UCSC Genome Browser41. The level of conservation in the orthologous 

region in other vertebrate species (blue) is plotted for this region using the PhastCons program16. Both the common 

and testes-specific splice sites are conserved (data not shown).  

The developmental and evolutionary mechanisms behind the emergence of human-specific brain features remain largely unknown. 

However, the recent ability to compare our genome to that of our closest relative, the chimpanzee, provides new avenues to link genetic 

and phenotypic changes in the evolution of the human brain. We devised a ranking of regions in the human genome that show 

significant evolutionary acceleration. Here we report that the most dramatic of these 'human accelerated regions', HAR1, is part of a 

novel RNA gene (HAR1F) that is expressed specifically in Cajal–Retzius neurons in the developing human neocortex from 7 to 19 

gestational weeks, a crucial period for cortical neuron specification and migration.  



However, such an acceleration of evolution can also have a 

different explanation…..Biased gene conversion 

Figure 1. Evolutionary history of Fxy in mammals. The Fxy gene was translocated into M. musculus from an X-linked 

position to a new position, in which it overlaps the pseudoautosomal boundary (inset boxes). The timescale is given in 

millions of years. For each branch, the numbers of amino acid changes that have occurred in the 5′ and 3′ ends of the gene, 

respectively, are given. A strong increase in amino acid substitution rate occurred in the M. musculus lineage for the 

translocated fragment only. For comparison, the estimated numbers of synonymous substitutions in the Rattus, M. spretus and 

M. musculus branches are 12, 2 and 1 (respectively) for the 5′ end of the gene, and 20, 0 and 163 (respectively) for the 3′ end. 

(Galtier and Duret, Trends in Genetics 2007) 

(The PAR, a short segment of homology between the X and Y chromosomes, is intrinsically a highly recombining region)  



HARs: a consequence of BGC? 
The Fxy example demonstrates that BGC, similarly to adaptation, can result in a sudden 

increase in substitution rate in nonfunctional, but also in functional, regions, leading to a 

pattern similar to the HAR pattern. Furthermore, several aspects of the evolution of HARs 

seem to be consistent with the BGC model, as discussed by Pollard et al. [3].  

 

1) Substitutions are mostly AT> GC changes. 

 

2) Some HARS are RNA, others untranscribed, the same GC bias affects HARs, 

irrespective of their transcriptional status, The proportion of AT → GC substitutions in 

untranscribed HARs (74%; n = 25) is not significantly different from that in 

transcribed HARs (70%; n = 24).  

 

3)  HARs tend to be located in highly recombining regions   

 

4)  The region of rapid and GC-biased substitution is not restricted to the 118 bp HAR1 

conserved element but extends to >1 kb of flanking sequences. 

http://www.sciencedirect.com.proxy.ubn.ru.nl:8080/science?_ob=ArticleURL&_udi=B6TCY-4NDVGR0-3&_user=668715&_coverDate=06%2F30%2F2007&_rdoc=1&_fmt=full&_orig=search&_cdi=5183&_sort=d&_docanchor=&view=c&_acct=C000036278&_version=1&_urlVersion=0&_userid=668715&md5=4aeda5f62f50d5de967f1f992491aebf#bib3


Detecting subtle signals in DNA 

sequences 

Typical Structure of a Eukaryotic Gene 



Control of Transcription Initiation 



Models for Representing  

Motifs 

• Regular expression 

– Consensus 

• TGACGCA 

– Degenerate 

• WGACRCA 

• Position Specific Matrix 

TGACGCA 

TGACGCA 

AGACGCA 

TGACACA 

AGACGCA 

1 2 3 4 5 6 7 

A 0.4 0 1 0 0.2 0 1 

T 0.6 0 0 0 0 0 0 

G 0 1 0 0 0.8 0 0 

C 0 0 0 1 0 1 0 



Representing motifs:Sequence Logo 

Height is the information content per position. Height of the individual 

nucleotides is determined by their frequency, the most frequent on top 

Shannon Information content = 2 – (– S pi log2 pi  + en ) 



Suppose you have a number of genes that you presume to share a 

Transcription Factor Binding (TFB) site: how do you go about 

finding the sites ? 

 

The sites are often short (e.g. six nucleotides) and degenerate (no 

identical copies) 

 

The difference with homology detection is that we are not really 

interested in statistical significance: we know that there is likely 

something there and just want to find the best “hit”.  

Furthermore, the patterns are not significant enough to be detected by 

pairwise sequence comparison: we need “immediate” multiple 

sequence comparison 
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Gibbs Sampling 

• Goal: find the best ak to maximize the 

difference between motif and background 

base distribution.  

• Simultaneous deriving of the matrix and of 

the “hits” in the various sequences 



Start with random selecting subsequences of the required length 

from the set of sequences: 

Derive a matrix (e.g. for a motif 

consisting of three nucleotides) 

1 2 3 

A 0.1 0.3 0.7 

T 0.1 0.2 0.1 

G 0.7 0.4 0.1 

C 0.1 0.1 0.1 



Gibbs Sampling Iteration Steps 
1) Take out one sequence (a1), recalculate the matrix 

and then calculate the “fitness score” of every 

subsequence of a1 relative to the current matrix 

a3 

a4 

ak 

a2 

????????????????? a1 



Calculate how well the various subsequences match the motif 

q i,j = the frequency of every nucleotide (position = i, 

nucleotide = j) in the profile calculated as follows: 

 

q i,j = (c i,j + bj)/ (N-1 + B) 

 

-c i,j = number of nucleotides j at position i in the profile,  

-N = number of sequences in the profile 

-b and B = pseudocounts (to prevent zeros) 

 

q 0,j = (c 0,j + bj)/ (S c 0,k + B) 

 

Background Nucleotide Frequencies 

(how often does a specific nucleotide at all appear in the 

sequences) 

 

Score per nucleotide (i,j): Ai = q i,j / q 0,j  



Sample from Fitness Score
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Starting position of motif in sequence
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Ax = P  q i,r  /   P q 0,r   = The “fitness” of any piece of sequence 

 

The fitness is the product of the individual position scores  Ai = q i,j / q 0,j  



In words:  

 

The subsequence that is both the most similar to the motif and the 

most dissimilar to from the “background” (in terms of nucleotide 

frequencies) gets the highest score. 

 

The score is the product of the scores per nucleotide (and not the 

average) 

 

The rationale for this is that the probability of binding of a protein 

to a Transcription Factor Binding Site is an exponential function of 

the free energy (which would then be determined by the primary 

sequence)  



Gibbs Sampling Iteration Steps 
2) Take out the next sequence (a2), recalculate the 

matrix and then calculate the “fitness score” of every 

subsequence of a2 relative to the current matrix 

a3 

a4 

ak 

a2 ???????????????????????????????????? 

a1 



We do not only have to find the best matching piece of our first sequence 

to the staring motif, we have to find the “best motif”: 

  

  Maximize  S 
W

i=1 S 
J

j=1 c i,j log (q i,j / q 0,j  )  

 

 

Principle behind Monte Carlo (Metropolis/Hastings) schemes: 

 

1 ) Probabilistic searching of the fitness landscape (keep on updating the 

motif, by finding a good match per sequence, not necessarily the best 

match though) 

 

 

2) Spend most of the time on the mountains of the landscape, trying to 

find the “best” motif (highest peak). 

 

 



Problems not addressed: 
•The pattern width has to be specified in advance 

•There might be multiple motifs in the sequences, the algorithm just 

selects one 

• Phylogenetic relationships are not taken into account (closely related 

sequences should contribute less per sequence that more distantly 

related, or unrelated sequences) 

•There are no statistics (how significant is what I found) 

PhyloGibbs (Siddhartan , van Nimwegen Methods Mol. Biol 2007) 

handles the latter two issues. 

 

Alternative algorithms: 

 - MEME  

(disadvantage is that “Expectation Maximization” tends to converge on 

suboptimal solutions) 

 -Weeder 

Exhaustive search of subsequences of length N that differ maximally M 

nucleotides from a consensus 



Phylogenetically “aware” gibbs sampling: take into account that 

the sharing of a (sub)sequence is less meaningful when two 

sequences are closely related 



Multiple motif 

searching programs 

are combined in web-

tools, e.g. 

GimmeMotifs 

 

Very useful, but one 

tends to loose sight of 

what is actually done 

by the algorithms 



Phylogenetic footprinting (also possible with Gibbs 

sampling): Conservation of Regulatory Elements 

Upstream of ApoAI Gene  

TATA box TATA box 

Hepatic site C CCAAT box 
Mouse 

Rabbit 

Human 

Chicken 

Mouse 

Rabbit 

Human 

Chicken 

Mouse 

Rabbit 

Human 

Chicken 

TATA box 



What if you do not know which genes are 

supposed to share the same motif? 
(or… what happens if you just put all your upstream 

elements from one genome in a motif detector) 



Detection of basic upstream located elements; promoters, RBSes 

Compute for 4 weeks 



Positional relation between gene start and transcriptional elements 

AACGTTGACTGACGTGTCACGTCCCGTATATCGATGTCGTAGCTGATGGCGCGAAATCGATCGGTCGATATAGCGGCCGGATATCGCGATAGC 
CRE RBS TU Promoter 



What if you do not have the information that some genes are co-

regulated, but you still want to predict shared promoters in 

one species/genome ? 

 

van Nimwegen et al, PNAS 2002 

 

“Not enough information in a single genome to cluster 

promoters (then how does the organism do it ??)” 



One solution to predicting regulons lies in making “mini sequence 

profiles”, via phylogenetic footprinting 

- Detect conserved regions 5’ to orthologous genes from 

closely related genomes (presumably the promoters) 

- Make  mini sequence profiles based on these  

- Cluster the profiles to detect co-regulated genes within one 

genome (compare profiles with each other) 



A word on RNAs: 

Classes of functional RNAs 

• rRNA - protein synthesis 

• tRNA - transport of amino acids 

• snRNA - spliceosome 

• snoRNA - rRNA methylation and pseudouridylation 

• RNase P - removal of 5’ sequence from tRNAs 

• SRP RNA - protein secretion pathway 

• miRNA - translation inhibition / mRNA degradation 

• antisense RNAs (Xist) - X chromosome inactivation 

• ncRNAs – e.g. DD3/ PCA1 

• piRNAs – regulation ? 

“RNAs are the dumb blondes of the biomolecular world” 



rRNA 

Ban et al. Science 289:905-920, 2000) 

RNA       - gray 

Peptide   - gold 

backbone 



tRNA 



snRNA 



snoRNA 

Weinstein & Steitz, 1999 



miRNA 

He & Hannon, Nature Rev. Genet. 2004 



Pretty much hopeless to predict 



Prediction of RNA secondary structure and the detection of 

functional RNA structures. 

Can be predicted reasonably well 





Free energies (the lower the better) of stacking base pairs on top of 

each other. 



The stacking energies depend on the combination of two base-pairs, 

(one on top of the other) 



The stacking energies depend on the combination of two base-pairs, 

(one on top of the other), some bases “fit” better on top of each other 



Loops lead to destabilization 

of the structure (constitute 

entropic contributions to the 

free energy) 

 



We can simply calculate the free energy of any structure by 

adding up the individual contributions.  

 

We only have to find the structure with the lowest free energy. 

 

The number of alternative structures is however quite large and 

scales exponentially with the length of the sequence  (1.8^N) 



Prediction of RNA structure by minimization of free energy (MFE) 

by aligning (dynamic programming) a sequence “against itself”, 

only now with different rules: a G matches with a C, an A with a 

U, and a G with a U, penalties for mismatches, insertions/deletions 

G G C A U G A A A A A A C A G C C G
 G

 C
 A

 U
 G

 A
 A

 A
 A

 A
 A

 C
 A

 G
 C

 C
 

(matrix is symmetric) 



A bit of thermodynamics 

The probability that an RNA has a certain secondary structure depends on 

the free energy of that secondary structure and on the free energy of all the 

secondary structures that can be obtained (the partition function). 

P(i) = e –Ei/(kb * T) / Sj e –Ej/(kb * T)
  



Instead of just calculating the Minimum Free Energy structure, one can 

also calculate the whole partition function: (Boltzmann) distribution of 

alternative structures and their free energies, and the base-pairing 

probability matrix (the likelihood of any base interacting with any other 

base, McCaskill 1990) 
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MFE suboptimal 





The reliability of the MFE (how well does the secondary structure 

match the “hard” data) correlates with the number of alternative 

secondary structures (S in the figure) that can be predicted for a base. 

 

S = Shannon entropy for the base-pair probability distribution 



Suppose your thermodynamic ensemble has multiple alternative sets of 

confirmations, represented by “centroids.” Can you use that to predict an 

“average” structure? 



The energy landscape of the sampled ensemble and representative 
structures for Agrobacterium tumefaciens 5S rRNA (GenBank accession 

number X02627) of 120 nt. 

DING Y et al. RNA 2005;11:1157-1166 

y 

The “real” structure might be in a different well than the MFE  



All RNAs fold, so how do we find functional RNA secondary 

structures? 

 

1) Evolutionary conservation (comparative genomics !!!) 

 - Is the predicted secondary structure conserved ? 

 - (more importantly) Do we have compensatory base-pair 

changes ? 
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We do not really need a (MFE predicted) secondary structure 

to do RNA secondary structure prediction. Mutual information 

between all positions can do the trick (R. Gutell, Univ. Austin, 

Texas).  

! Allows non-canonical interactions !  

tRNA 



Scanning the human genome for potential secondary 

structures using “evofold”  

(not  based on real “free energy”,  but only allowing 

G-U, A-U, G-C basepairs)  

Pedersen et al, Plos Comp. Biol. 2006 



An algorithm that is based on free energy & compensatory base pair changes is 

AliFold (Bernhart et al, BMC Bioinformatics 2008). 

 

It puts additional “free energy” to compensatory, or consistent base pairs changes 

and penalties for pairs that cannot be formed. It can thus also calculate a “partition 

function” that integrates covariation with free energy. 

 

In the presentation of the results, covarying pairs are colored red, ochre, green,cyan, 

blue ,velvet , Denoting 1-6 different base pairs at that position 

 

 



2) All RNAs fold, but some fold better than others 

 

-detect RNAs whose secondary structure is lower than could 

be expected from their base frequencies alone (J. Maizel) 

 

-detect RNAs whose secondary structure is relatively well 

“defined” (Huynen et al.) 

 

-Detect RNAs who always fold back upon themselves, 

irrespective of their sequence environment 

 

-HMMs for RNA secondary structure that predict the 

“propensity” for RNA structure formation (Sean Eddy) 



Finding stable RNA secondary structures (low free energy, 

relative to randomized sequences, or the rest of the sequence). 

Succes stories exist, but overall limited predictive potential 

Le et al, NAR 1989 



Detecting candidate stem loops for 

miRNAs 

50-50 
200-200 

300-50 

Search for stems whose secondary structure remains the same 

irrespective of their flanking sequences  

(yet another trick for detecting functional RNA secondary structures) 
example: hsa-mir-100 

86% of the known human microRNAs belong to such 

conserved stems. 



Sometimes secondary structures 

can also be selected to be 

relatively unstable 

RNA secondary structure (relative) free energy at the start of the genes in 

E.coli  



RNA secondary structure statistics are (of 

course) not independent 

dG/L 

Z-value FME 

P-value  MFE 

Shannon entropy/L 

BP Distance between alt. 

structures 

Valley index (alternative 

energy valleys) 

Freyhult et al, BMC bioinf 2005 



Predicting (functional) RNA secondary structures by compensatory base 

pair changes assumes conservation of the base pair conformations…..  

Saltarelli et al, Virology, 1990 



RNA as model for genotype-

phenotype relationships 



RNA populations evolve towards a predicted level of 

neutrality (p), which is higher than the average level of 

neutrality (d), but lower than the maximum 

d = the largest eigenvalue of the adjacency matrix 

Van Nimwegen, Crutchfield and Huynen, PNAS, 1999 



One needs sufficiently large populations and 

mutation rates to achieve this effect 


